FUNDAMENTAL FREQUENCY AS AN ACOUSTIC CUE TO ACCENT PERCEPTION*

YOKO HASEGAWA  
*University of California, Berkeley* 
and 
KAZUE HATA  
*Speech Technology Laboratory, Santa Barbara, CA*

It is generally recognized that the most significant cue to accent location is fundamental frequency ($F_0$) in both Japanese and English. Furthermore, it is widely believed that a syllable is perceived as accented if the syllable contains an $F_0$ peak. However, Sugito (1972) found that, in Japanese, if an $F_0$ peak is followed by a steep $F_0$ fall, the syllable preceding the $F_0$ peak may be perceived as accented. In this article we present two experiments which investigate the relationship between $F_0$ peak and $F_0$ fall rate in accent perception for Japanese and English. The first experiment confirms that, for Japanese, both $F_0$ peak location and $F_0$ fall rate affect listeners' judgments of accent location. Specifically, the later the $F_0$ peak occurs in a given syllable, relative to the syllable boundary, the greater the $F_0$ fall rate necessary for listeners to perceive the preceding syllable as accented. The second experiment shows that this phenomenon is not unique to Japanese: Perception of accent location in English is also influenced by both $F_0$ peak location and post-peak $F_0$ fall rate.

*Key words:* accent, pitch accent, stress, Japanese.

INTRODUCTION

The term 'accent' refers to a phenomenon which is fundamental to linguistic description and theory. Onishi (1942) claimed that the function of accent is to either differentiate meanings of words, or to make a portion of words or phrases prominent for discourse reasons. He analyzed 'accent' as being an impressionistic sum of any features that could serve these purposes. Fry (1955, 1958) discovered that potential perceptual cues to accent are pitch, length, loudness, and sound quality. In neutral declarative

---

* Parts of this research were previously reported in Hata and Hasegawa (1988a, b) and Hasegawa and Hata (1990). We are grateful to Professor John Ohala for his guidance and encouragement in conducting research in experimental phonology. We also wish to thank the following individuals for their comments and suggestions at various stages of this project: Ted Applebaum, Gregory De Haan, Glen Grosjean, Carlos Gussenhoven, Brian Hanson, Hector Javkin, John Kingston, Hideo Komatsu, Steve Pearson, Hisashi Wakita, Raymond Weitzman, and Helen Wheeler.

Address correspondence to Kazue Hata, Speech Technology Lab, 3888 State Street #202, Santa Barbara, CA 93105.
intonation, the accented syllables typically carry, relative to non-accented syllables, higher $F_0$ and amplitude, longer duration, and various differences in spectral patterns (e.g., differing energy distribution among vowel formants) in the acoustic domain. While such acoustic cues to accent have been identified, their relative perceptual significance has yet to be established. Commonly used terms such as stress and pitch accent presuppose the supremacy of one cue over the others (Fry, 1958, p. 128). In this article, accent is used to refer to prominence for linguistic purposes both in words and in sentences, regardless of the acoustic cue(s) by which such prominence is achieved.

Beckman (1986) has reported that while $F_0$ is the most effective cue in English, monolingual American English speakers show great variability in their use of cues in judging English accent. Although the relative importance of those cues differs from study to study,¹ researchers generally agree that $F_0$ is the most important cue to accent perception in English.

In Japanese, where a quantity opposition in vowel length is phonemic, duration plays virtually no role in accent production/perception (Oyakawa, 1971; Mitsuya and Sugito, 1978; Beckman, 1986). Amplitude, on the other hand, was once believed to be distinctive (Onishi, 1942; Neustupný, 1966), but later studies have shown that it has little influence (Weitzman, 1969; Sugito, 1972; Fujisaki and Sugito, 1977; Beckman, 1986; Beckman and Pierrehumbert, 1986). Thus, accent in Japanese is principally manifested by $F_0$ modulation.

One might naturally conclude, then, that if an $F_0$ peak occurs within a syllable, the syllable is perceived as accented. However, Neustupný (1966) found for Japanese that the perceived accent and the actual $F_0$ peak do not necessarily synchronize: The listener may perceive an accent on a syllable even when the $F_0$ peak does not occur on it.²

The same phenomenon has been reported for English (Lehiste and Peterson, 1961), for Swedish (Bruce, 1977), and for German (Kohler, 1990).

Sugito (1972) found that this illusory accent placement is due to the $F_0$ contour falling after the peak: If the peak is followed by a steep $F_0$ fall, the listener perceives the preceding syllable as accented. This phenomenon explains why native Japanese

1 The relative importance of cues to accent depends on the position of an accented syllable in a word (McClean and Tiffany, 1973), on the syntactic structure in which the word appears (Nakatani and Aston, 1978) and on the type of intonational focus (i.e., narrow, broad, or neutral) within which the word appears (Eady, Cooper, Klouda, Mueller, and Lotts, 1986).

2 Fujisaki, Morikawa, and Sugito (1976) have suggested that the desynchronization of the $F_0$ peak and the syllable boundary in acoustic data is not psychologically real, but instead is a reflection of different processing times required to detect $F_0$ changes vs. segmental boundaries. They claim that listeners can detect $F_0$ changes faster than they can detect segmental boundaries, and therefore that the two phenomena synchronize in perception. Javkin (1976) and Maddieson (1976) conducted experiments to determine timing factors involved in the recognition of $F_0$ changes and segmental boundaries, and their results do not provide conclusive evidence for Fujisaki et al.’s hypothesis.
Table 1

F₀ fall rates of stimuli in Experiment 1

<table>
<thead>
<tr>
<th>Stimulus</th>
<th>Rate (Hz/csec)</th>
<th>Stimulus</th>
<th>Rate (Hz/csec)</th>
<th>Stimulus</th>
<th>Rate (Hz/csec)</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>2.4</td>
<td>6</td>
<td>3.7</td>
<td>11</td>
<td>8.3</td>
</tr>
<tr>
<td>2</td>
<td>2.5</td>
<td>7</td>
<td>4.1</td>
<td>12</td>
<td>11.0</td>
</tr>
<tr>
<td>3</td>
<td>2.8</td>
<td>8</td>
<td>4.7</td>
<td>13</td>
<td>16.5</td>
</tr>
<tr>
<td>4</td>
<td>3.0</td>
<td>9</td>
<td>5.5</td>
<td>14</td>
<td>33.0</td>
</tr>
<tr>
<td>5</td>
<td>3.3</td>
<td>10</td>
<td>6.6</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

listeners can perceive an accent on a syllable with a devoiced vowel. Although there is no F₀ on the devoiced vowel, a steep F₀ fall on the following syllable forces the listener to associate an accent with the devoiced vowel.

The current study investigates the influence of F₀ peak location and the rate of the immediately following F₀ fall on the perception of accent placement. In two experiments, one with Japanese and another with English, we tested the hypothesis that there is a correlation between the F₀ peak location and the F₀ fall rate immediately after the peak when the F₀ peak does not occur on a perceived accented syllable: the later the peak, the greater the F₀ fall rate.

Experiment 1: Accent Perception in Japanese

Methods

Using STLtalk, and MITalk’79-based speech synthesis system developed at Speech Technology Laboratory (Javkin, Hata, Mendes, Pearson, Ikuta, Kaun, De Haan, Jackson, Zimmermann, Wise, Henton, Gow, Matsui, Hara, Kitano, Lin, and Lin, 1989), we synthesized 108 nonsense stimuli of the form /mamamam/ with two variables: F₀ peak location and F₀ fall rate. Considering Steele’s (1986) claim that F₀ peak location varies according to the vowel duration in accent placement, we prepared two sets of stimuli: one with a vowel duration of 100 msec for each of the three vowels, and the other with a 130-msec vowel duration. The duration of all /m/’s was fixed at 70 msec. The F₀ contour of the stimuli had a rise-fall shape with the starting F₀ at 125 Hz, linearly ascending to 160 Hz, and ending at 80 Hz. The magnitude of the F₀ fall within the middle syllable was always 33 Hz (four semitones), while the rate of F₀ fall varied as shown in Table 1.

The duration of F₀ fall varied from 14 csec to 1 csec in 1-csec steps, corresponding to fall rates between 2.4 Hz/csec and 33 Hz/csec. This range of fall rates was suggested
Fig. 1. \( F_0 \) contour of a sample stimulus in Experiment 1.

by a prior production study (Hasegawa and Hata, 1988). The \( F_0 \) peak occurred approximately 20, 30, 50, 60, or 70\% into the second vowel of /mamama/. Figure 1 shows the \( F_0 \) contour of a sample stimulus where an \( F_0 \) peak occurs about 50\% into the second vowel, and the \( F_0 \) fall rate is 6.6 Hz/csec. To reduce the length of the listening test, some \( F_0 \) peak locations had fewer than 14 fall-rate variations. (A pilot study confirmed that when the peak is at or beyond the 50\%-location, lower fall rates do not influence accent perception. So we did not consider such cases in this experiment.)

The two sets of stimuli were separately randomized and presented to 15 adult native speakers of Japanese, who were asked to determine whether the accent pattern was like /námida/ 'tear' (accent on the first syllable) or like /ókási/ 'snack' (accent on the second syllable) for each stimulus.

Results and discussion

Figures 2 and 3 show the subjects' responses for the vowel durations of 100 msec and 130 msec, respectively. In these figures, the abscissa represents the \( F_0 \) fall rate in Hz/csec, the ordinate represents the percentage of subjects' responses in which the first syllable was perceived as accented, /mámama/, and different curves represent the different \( F_0 \) peak locations within the second vowel (i.e., 20\%, 30\%, 50\%, 60\%, and
Fig. 2. Responses of /máمامa/ in percent as a function of F₀ fall rate for various F₀ peak locations in Experiment 1. Each curve is labeled with its corresponding F₀ peak location, 20, 30, 50, 60, or 70 percent into the second vowel (vowel durations of 100 msec).

70% into the vowel). The curves were fitted to the raw data with the scatter plot smoothing method LOWESS (Becker and Chambers, 1984).

The results show the following tendency: The later the F₀ peak in the second vowel, the greater the F₀ fall rate required for a subject to associate an accent with the first syllable. For the 100-msec vowel stimuli with a 20% or 30% F₀ peak location, more than half of the subjects perceived the first syllable as accented, even when the F₀ fall was as gradual as 3–4 Hz/csec. When the F₀ peak occurred at the 50% location, an F₀ fall of approximately 8 Hz/csec was necessary for the same judgment. At the 60% location, a much steeper fall of 16 Hz/csec was required. Furthermore, at the 70% location even the steepest fall (33 Hz/csec) failed to shift the perceived accent to the first syllable, i.e., the majority of subjects judged the second syllable as accented. The same tendency for later peaks to require steeper falls was observed in the 130-msec vowel stimuli.

There was a difference in subjects' judgments between the two vowel durations, however. The location of the F₀ peak was found to have a limit beyond which the accent was never perceived on the preceding syllable even when the F₀ fall was very steep. This limit depended on vowel duration. For the 100-msec vowel stimuli, the fall rate
Fig. 3. Responses of /mámama/ in percent as a function of F₀ fall rate for various F₀ peak locations in Experiment 1. Each curve is labeled with its corresponding F₀ peak location, 20, 30, 50, 60, or 70 percent into the second vowel (vowel durations of 130 msec).

of 33 Hz/csec yielded 93% identification of the accent on the first syllable at the 60% F₀ peak location. But when the peak was 70% into the second vowel, the first syllable was not perceived as accented. In this case, the limit occurs somewhere between the 60% and 70% locations. For the 130-msec vowel stimuli, on the other hand, accent was never perceived on the first syllable beyond the 60% location, even when the fall was as steep as 33 Hz/csec. It seems that, as the vowel becomes shorter, a somewhat later F₀ peak (in terms of ratio to the vowel duration) can shift the perceived accent when the peak is followed by a steep fall.

We conclude that F₀ as a cue to Japanese accent must be understood as an integration of the F₀ peak and the post-peak fall rate. Since F₀ has been recognized as the prominent cue to accent in Japanese, and we manipulated only F₀ in the experiment, clearly F₀ peak location and F₀ fall rate are two acoustic correlates of accent perception.

Fry (1958) and Morton and Jassem (1965) claim that F₀ change itself is sufficient for listeners to perceive accent and that the magnitude of the F₀ change, unlike amplitude and duration, is insignificant. We believe that, although the magnitude may not matter, the rate of F₀ change does, at least in the case of Japanese listeners. In the
second experiment, we explore this effect in English to see whether native speakers of English also exhibit such a correlative effect.

**Experiment 2: Accent Perception in English**

This experiment investigates whether or not $F_0$ peak location and $F_0$ fall rate influence the perception of accent location in declarative intonation in English. The focus of an English utterance, if any, is often expressed by placing the so-called contrastive accent on a certain syllable within the focused constituent (Bolinger, 1954, 1961; Halliday, 1967; Chafe, 1976; Lambrecht, 1986). For example, when one answers the question ‘Is this her net?’ the contrastive accent is on *my* in ‘This is my net’. On the other hand, in neutral (unmarked) intonation, e.g., responding to ‘What’s this?’, the nuclear accent, which is the most prominent accent in an intonation phrase, occurs on the last word, *net*. Due to the coupling with utterance-final lowering of $F_0$, the fall rate must be greater if the nuclear accent is on the final syllable than if it is elsewhere in the utterance (Olive, 1974; Maeda, 1976). Therefore, such utterances are likely candidates for observing a correlative effect of $F_0$ peak location and $F_0$ fall rate, if this effect occurs in English.

**Methods**

Using the same system as in Experiment 1, we synthesized ten variations of the English utterance, ‘This is my net’, with different $F_0$ fall rates on *net*. The duration and amplitude of each syllable were kept constant across the stimuli. The $F_0$ peak always occurred at the onset of /ɛ/ in *net*, because we did not know the limit of the $F_0$ peak location in English which allows an accent to be perceived on the previous syllable. The $F_0$ contour of the utterances started at 121 Hz, linearly rose to 150 Hz at the onset of /ɛ/ in *net*, and ended at 102 Hz: The $F_0$ difference between the peak and the end was 48 Hz. The duration of the $F_0$ fall varied from 11 csec to 2 csec in 1-csec steps, corresponding to fall rates between 4.4 Hz and 24 Hz/csec. Figure 4 illustrates the $F_0$ contours of two sample stimuli (1 and 10).

Thirty-four native speakers of American English, monolingual adults, participated in the experiment. The instructions were given in synthetic speech to allow the subjects to familiarize themselves with the synthetic voice. They were then asked to judge whether each utterance was more appropriate for responding to ‘What’s this?’ (inducing the accent on *net* in ‘This is my net’) or to ‘Is this her net?’ (inducing the accent on *my*): Hereafter, the former will be referred to as a *net*-response, and the latter as a *my*-response. Each subject listened to two sets of the ten stimuli, which were randomized in different orders.

**Results**

The results are summarized in Table 2. The second column indicates the fall rate: the third indicates the percentage of consistent judgments, i.e., a speaker making the same judgment in both sets, (the number of subjects appears in parentheses); the fourth
and fifth columns indicate the percentage of these consistent judgments which were net- and my-responses, respectively. As shown in the third column, the subjects' judgments are most consistent at the two extreme fall rates: 91% when the rate is smallest (4.4 Hz/csec), and 79% when it is greatest (24 Hz/csec). The farther the fall rate is from these two extremes, the fewer the consistent judgments. This result implies that, given that the F₀ peak occurs at the onset of the vowel, if the F₀ fall rate is very gradual or very steep, the listener can determine the location of accent consistently from F₀ information, but if the rate is close to 8 Hz/csec, then F₀ information by itself is ambiguous as a cue to accent location.

The fourth and fifth columns of the table show that there is an asymmetry between the two judgments with greater and smaller fall rates. At 4.4 Hz/csec, 97% of the consistent judgments are net-responses. In contrast, at 24 Hz/csec, the subjects' judgments are split between net- and my-responses. If the rate is small, the accent is perceived on the syllable where the actual F₀ peak occurs, but if the rate is large, the accent is only somewhat more likely to be perceived on the preceding syllable.

The general tendency for the greater fall rate to shift the perceived accent in this experiment is in accord with the results of the first experiment with Japanese accent. However, the contribution of fall rate to the perception of accent location seems weaker in English than in Japanese. Given the right combinations of rate and peak location, the
TABLE 2

Percentages and raw numbers (in parentheses) of consistent responses in Experiment 2 (34 subjects). *Net-responses* and *my-responses* are for those subjects who gave consistent judgments

<table>
<thead>
<tr>
<th>Stimulus</th>
<th>Rate (Hz/csec)</th>
<th>Consistent judgments</th>
<th>net-responses</th>
<th>my-responses</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>4.4</td>
<td>91 (31)</td>
<td>97 (30)</td>
<td>3 (1)</td>
</tr>
<tr>
<td>2</td>
<td>4.8</td>
<td>79 (27)</td>
<td>96 (26)</td>
<td>4 (1)</td>
</tr>
<tr>
<td>3</td>
<td>5.3</td>
<td>79 (27)</td>
<td>96 (26)</td>
<td>4 (1)</td>
</tr>
<tr>
<td>4</td>
<td>6.0</td>
<td>74 (25)</td>
<td>84 (21)</td>
<td>16 (4)</td>
</tr>
<tr>
<td>5</td>
<td>6.9</td>
<td>65 (22)</td>
<td>73 (16)</td>
<td>27 (6)</td>
</tr>
<tr>
<td>6</td>
<td>8.0</td>
<td>59 (19)</td>
<td>79 (15)</td>
<td>21 (4)</td>
</tr>
<tr>
<td>7</td>
<td>9.6</td>
<td>62 (21)</td>
<td>52 (11)</td>
<td>48 (10)</td>
</tr>
<tr>
<td>8</td>
<td>12.0</td>
<td>71 (24)</td>
<td>50 (12)</td>
<td>50 (12)</td>
</tr>
<tr>
<td>9</td>
<td>16.0</td>
<td>71 (24)</td>
<td>33 (8)</td>
<td>67 (16)</td>
</tr>
<tr>
<td>10</td>
<td>24.0</td>
<td>79 (27)</td>
<td>41 (11)</td>
<td>59 (16)</td>
</tr>
</tbody>
</table>

perceived accent shift occurred almost 100% of the time in Japanese, whereas even at the 0% peak location with a large fall rate, only 67% of the responses show a shift of accent to an earlier syllable in English. This implies that F₀ is not as prominent a cue to accent perception in English declarative intonation as it is in Japanese.

DISCUSSION AND CONCLUSIONS

Two experiments were conducted to investigate F₀ as a cue to accent placement in Japanese and English. Native listeners of both languages perceived an accent on a syllable which did not contain an F₀ peak. In Experiment 1 with Japanese, the later the F₀ peak occurs relative to the syllable boundary, the greater the fall rate necessary for the listener to perceive an accent on the preceding syllable. In Experiment 2 with English, where the F₀ peak location was fixed, the greater the F₀ fall rate, the more often the preceding syllable was perceived as accented.

However, with Japanese, given two successive syllables and a F₀ peak close to the beginning of the second vowel, almost all subjects judged the first syllable as accented even with the fall rate less than 5 Hz/csec, whereas with English, a much greater fall rate failed to achieve consistent *my-responses*. It should be pointed out that in
Experiment 2 the net-response is unmarked, whereas the my-response is highly marked. Many subjects commented after the experiment that some stimuli were not as natural as they should be for 'This is my net' but that they nevertheless gave a net-response because the accent they perceived on my was not sufficient to carry a contrastive accent.

We conclude by considering implications of our findings for sound change and speech synthesis. Assuming that both $F_0$ peak location and $F_0$ fall rate are factors in the perception of accent, it can be argued that these factors may also play a significant role in sound change. Ohala (1981, 1983) argues that some sound change can result from errors during transmission of pronunciation from one speaker to another. In the case of Japanese accent, Hirayama (1968) and McCawley (1968, 1977) report that the accent system of two-syllable words in the Tokyo-type dialect is likely to have evolved from the proto-form by shifting accent one syllable to the right (see also Hata and Hasegawa, 1988b). One possible explanation is that if the $F_0$ peak occurred on the post-accent syllable, and the fall rate was not great enough, then the accent could have been perceived on the syllable where the actual peak occurs, that is, the syllable to the right of the one which the speaker intended to be accented.

An implication of our findings for speech synthesis is also noteworthy. We have sometimes encountered synthetic English utterances with competing cues to accent location, e.g., the synthetic utterance 'This is a test'. The duration of the final syllable and the vowel quality of the penultimate syllable indicated that the nuclear accent is on test, but $F_0$ indicated it is on a. The cause is likely to be an excessive post-peak $F_0$ fall. Even when the $F_0$ peak is located within the intended syllable, if the fall rate exceeds a certain limit, the listener who relies heavily on the $F_0$ cues is likely to hear an accent on the preceding syllable.

In the literature, the proper location of the $F_0$ peak of the nuclear accent in English continues to be controversial. Ashby (1978) claims that the $F_0$ peak occurs at a fixed location in the vowel regardless of the vowel length in his production data, whereas Steele (1986) contends that the peak location should vary according to the vowel duration. Furthermore, Pierrehumbert (1981) and Silverman (1987) report that $F_0$ peak location varies between the nuclear accent and prenuclear accents. Their $F_0$ algorithms for synthesizing English intonation place the peak earlier in the nuclear accent than in prenuclear accents. Our experiment suggests that the proper $F_0$ peak location should be determined taking the post-peak $F_0$ fall rate into consideration.

In this paper, we have shown that there is a correlative effect between $F_0$ peak location and fall rate in Japanese. We also demonstrated that English exhibits the same tendency, although the role of $F_0$ contours in accent perception is not as salient as in Japanese. Experiments with different variables (e.g., duration, amplitude) remain to be conducted in the future.
REFERENCES


Fundamental Frequency in Accent Perception


